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A Survey of Proprietary Accelerators for Large Language Models
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Abstract

As large language models (LLMs) continue to expand in scale, their training and inference costs grow
exponentially, underscoring the importance of specialized hardware accelerators for efficient processing. This paper
examines the necessity of such accelerators through a comprehensive analysis of major proprietary Application-Specific
Integrated Circuit solutions, covering memory architecture, performance, interconnects and software stacks. In addition
we identify key challenges such as memory capacity, power efficiency, scalability and software framework of LLM
accelerators. Based on these insights we outline critical considerations for next-generation LLM accelerators including

mixed-precision support, high-speed interconnects for large-scale distributed training and compiler optimizations.
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NVIDIA H100[22], AMD MI300X]23], Cerebras
WSE-2[18], Google TPU v4[17], Graphcore IPU[24],
Groq LPU[25], Intel Gaudi 3[26], SambaNova
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Accelerator | Technology | TDP Memory Release Latest Supported operation
node W) Type Capacity | Bandwidth | date release | Training | Inference
WA | 4m | 70 | HBMB | 80GB | 225TBis | 222 | GBO | O 0
AMD
MI300X Bnm/5nm 750 HBM3 192GB 5.2TB/s 2023 - 0 0
Cvﬁgegigs 7nm 20k SRAM | 40GB | 20PBls | 2012 | WSE-3 0 0
Google TPU v6
PO 7nm 192 HBM2 0GB | 12TBs | 2020 | (i 0 0
Grapoore | 7nm 30 | SRAM | 09GB | 65TBls | 2020 - 0 0
Grea 14nm 30 | SRAM | 230MB | 80TBls | 2024 - X 0
Intel
a3 5nm 900 HBMPE | 128GB | 37TBls | 2004 - 0 0
SambaNova B HBMS, 64GB, 2TB/s, B
SNAOL onm DDR5 | 1518 | 200GBs | 2023 0 0
Tenstorrent
Grayskul 12nm 200 LPDDR4 8BB 118.4GB/s 2024 Wormhole X )
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Table 2. Performance of large language model accelerator

Accelerator Data Type
FP8 FP16 BF16 INT8 FP32 FP64
NVIDIA H100 3,958 TFLOPS | 1,979 TFLOPS | 1,979 TFLOPS | 3958 TOPS 67 TFLOPS 34 TFLOPS
AMD MI300X 209 PFLOPS | 105 PFLOPS | 10.5 PFLOPS 20.9 POPS 1.3 PFLOPS 1.3 PFLOPS
Cerebras WSE-2 - 75 PFLOPS - - - -
275
Google TPU v4 275 TFLOPS TOPS
Graphcore IPU - 250 TFLOPS - - 62 TFLOPS -
820
Grog LPU - 205 TFLOPS - TOPS - -
Intel Gaudi3 1,835 TFLOPS | 459 TFLOPS | 1,835 TFLOPS - 229 TFLOPS -
SambaNova N40L - - 638 TFLOPS - - -
Tenstorrent 33 TFLOPS | 92 TFLOPS - - - -
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Fig. 1. FP16 performance of accelerators and thermal
design power
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Table 3. Interconnections of LLM accelerator

Acceleraior Chip—to—chip Card-to-card (Node) Node-to-node
Type Bandwidth Bandwidth Type Bandwidth
Ng’ 1'8(')A NVLink 0GB | NVLInkINVSwitch|  900GB/s InfiniBand 400Gb/s
AVD . B - . Infinity B
MI300X Interposer bridge Infinity Fabric 128GB/s Fabric/PCle
Cerebras . Custom
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Google Inter-Core B Ortical Circuit
TPU v4 Interconnect Link Switches (OCS) S0Gbis OCSes 50Gbis
Gral‘;fﬁore IPU-Links 320G/ GW-Link 100Gb/s Sync-Link 100Gb/s
Grog Chip-to—chip 30Gb/s C2C Links B C2C Links B
LPU (C2C) link (Ehternet/QSFP) (Ehternet/QSFP)
Intel . B PoCE (PAM 4 RoCE (PAM 8
Gaudi Interposer bridge SerDes) 112Gb/s SerDes) 800Gb/s
SambaNova | Die-to-die direct B Peer-to-peer B Top Level B
SN40L connect interface Network
Tenstorrent
Grayskl NoC (Torus) 192GB/s
Chip-to-chip H 7 A FAFF Ao 128GB)E AlE

Card-to-card Node-to-node
% 2. 7857 QleAHE M gy

Fig. 2. Interconnection methods for accelerators
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Table 4. Software supports of LLM accelerator

Acoslerator Dedicated software Common framework
Framework | SDK/Library | TensorFlow PyTorch JAX VLLM DeepSpeed
NVIDIA TensorRT-
H100 LM CUDA/cuDNN 0 0 0 0 0
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Engine
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